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Abstract 

In this paper we analyse the editing of ITV news bulletins using robust statistics to describe 

the distribution of shot lengths and its editing structure. Commonly cited statistics of film 

style such as the mean and variance do not accurately describe the style of a motion picture 

and reflect the influence of a small number of extreme values. Analysis based on such 

statistics will inevitably lead to flawed conclusions. The median and �� are superior 

measures of location and dispersion for shot lengths since they are resistant to outliers and 

unaffected by the asymmetry of the data. The classical autocovariance and its related 

functions based on the mean and the variance is also non-robust in the presence of outliers, 

and leads to a substantially different interpretation of editing patterns when compared to 

robust time statistics that are outlier resistant. In general, the classical methods 

underestimate the persistence in the time series of these bulletins indicating a random 

editing process whereas the robust time series statistics suggest an AR(1) or AR(2) model 

may be appropriate. 

Keywords: autocovariance, autocorrelation, partial autocorrelation, robust estimation, 

television news, editing 

1. Introduction 

The autocovariance function plays an important role in time series analysis, describing the 

statistical dependence of the values taken by a stochastic process at two time points 

(Broersen 2006: 31-33). The classical estimator of autocovariance for a weakly stationary 

time series � = ���, … , ��
T is based on a location estimate and is given by 

 

 ��ℎ, �
 = 1� ���� − ��
����� − ��
���

���
 , (1) 

 

where �� is the arithmetic mean and ℎ is a lag operator specifying the distance between ��  

and ����. The autocorrelation function (��ℎ, �
) is the standardised autocovariance function  

 

 ��ℎ, �
 = ��ℎ, �

��0, �
 , (2) 

 

where ��0, �
 is the autocovariance function at lag 0 and is equal to the variance of the data 

(���), and which has a range of −1 ≤ � ≤ 1. The partial autocorrelation function (��ℎ, �
) is 

the correlation between ��  and ���� with the linear dependence of the intervening lags 
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removed. These three functions describe the dependence between data values at different 

times in a series, with a long autocovariance function indicating slowly varying process and 

a short autocovariance function indicating data values separated by short distances are 

unrelated. The type (AR, MA, ARMA, etc) and order of models used to describe a time series 

are also determined from these functions. 

The autocorrelation and partial autocorrelation functions have been used to describe the 

editing style of motion pictures. Salt (2006) reported the lag-1 autocorrelations for a 

handful of films. In a more extensive and systematic study, Cutting, De Long, and Nothelfer 

(2010) used the autocorrelation and partial autocorrelation functions to explore the editing 

structure of Hollywood films. By analysing the local relations between the lengths of shots 

in a sample of 150 films released from 1935 to 2005, they concluded Hollywood films have 

become increasingly clustered in packets of shots of similar length over time. However, the 

use of such statistics to describe the style of a motion picture is questionable since the 

distribution of shot lengths in a motion picture is positively skewed and contains a number 

of outliers, where an outlier is defined as ‘an observation (or subset of observations) which 

appears to be inconsistent with the remainder of that set of data’ (Barnett & Lewis 1994: 7). 

It is well known that outliers can distort analysis of the structure of a time series, leading to 

biased estimates of the autocorrelation and partial autocorrelation functions that result in 

the incorrect specification of time series models both in terms of the type of model and the 

parameters of those models since the indentified lag lengths will be incorrect (Chernick, 

Downing, & Pike 1982; Deutsch, Richards, & Swain 1990; Chan 1992, 1995).  

In this paper we use a highly robust estimator of the autocovariance function proposed by 

Ma and Genton (2000) to explore the time series structure of a set of news bulletins 

broadcast on ITV 1 in August 2011. The next section describes the sample used, while in 

section three we illustrate the importance of using robust statistics in describing the style of 

motion pictures. In section four we outline the robust methods of estimating the 

autocovariance and autocorrelation functions used to describe the editing structure of the 

news bulletins. 

2. Data  

The sample of motion pictures analysed here comprise a set of 15 news bulletins broadcast 

at 1330, 1830, and 2200 on ITV 1 during the week 8-12 August 2011. Redfern (2011) 

analysed the structure of these bulletins using ordinal time series methods, concluding the 

editing structure of ITV news broadcasts are characterised by clusters of longer and shorter 

takes associated with particular discourse elements. 

We collected shot length data by loading each bulletin into a non-linear editing programme 

and recording the length of each shot in seconds. A shot is defined as a continuous sequence 

of frames, and an edit is defined as any transition between two shots, such as a hard cut or a 

gradual transition (wipe, fade, dissolve, etc). When the edit is gradual, the ending of the first 

shot and the beginning of the second shot is measured at the approximate mid-way point of 

the transition. The display of graphics in news bulletins often includes the use of composite 

shots in which the frame is broken up into several sectors (e.g. split-screen shots) or which 

superimpose one piece of film onto another; and these are considered to be a single shot as 

there is no edit between the in-frame transitions although the content of the image changes.  

The bulletins were recorded at 50Hz and are analysed at 25 frames-per-second. 
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3. Robust statistics of shot length distributions 

A shot length distribution is a description of the data set created for a film by recording the 

length of each shot in seconds. Typically, the distribution of shot lengths in a motion picture 

is positively skewed and contains a number of extremely large observations. The duration 

of each shot represents a series of decisions about the staging, cinematography, editing, 

composing, and arrangement of other stylistic elements; and the fact some shots are 

atypically long represents the decision of the filmmakers to shoot a setup in a particular 

manner. These extreme values are ‘true’ outliers, and removing them from the data is 

undesirable since they represent an important aspect of a film’s style. Therefore, it is 

desirable to use statistics to describe the shot length distribution of a motion picture that 

are resistant to the effects of these outliers and robust to deviations from the assumed 

underlying model (Wilcox 2005). A global measure of robustness is the breakdown point, 

which is defined as the smallest proportion of contamination that can be present in a data 

set before the statistic becomes an arbitrarily bad estimator. Therefore, the finite sample 

breakdown point is a measure of a statistic’s resistance to the influence of outliers, and it is 

desirable that in describing film style the statistics we use are resistant in this way and have 

a high breakdown point.  

The average shot length is the most commonly cited statistic of film style, and is used to 

describe how quickly a film is edited, with a low average representing a fast editing style 

and a high average indicating a slow cutting rate. Typically, the average referred to in film 

studies is the arithmetic mean and is equal to the sum of the data values (i.e. the running 

time) divided by the number of shots: 

 

  =  
1� �  !�

�

� � �
 

 

The mean is the point at which a data set is balanced, and as a ‘centre of gravity’ is a 

representative statistic of central tendency when the distribution of the data is symmetrical. 

However, as noted above, shot length distributions are characterised by their asymmetry, 

so that the mass of the data is than the mean value. The finite sample breakdown point of 

the mean is 1 �⁄ , which means that just a single outlier renders the mean an arbitrarily bad 

estimate of the centre of a data set. Therefore, the mean shot length is not a robust statistic 

of film style and leads to fundamentally misleading descriptions of film style.  

The mean shot length’s lack of robustness, and in particular it’s non-resistance to the 

influence of outliers, has led many researchers beyond film studies to prefer the median 

shot length as a robust statistic of film style (see Adams, Dorai, & Venkatesh 2002; Kang 

2003; Schaefer & Martinez 2009; Vasconcelos & Lippman 2000). The median is the middle 

data value when ranking the shot length data by order of magnitude, so that for any film 50 

per cent of shots will be less than or equal to the median and 50 per cent will be greater 

than or equal to the median shot length. The statistical median is defined as  
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The median is based on the ranked data rather than the actual data values so that it locates 

the centre of a distribution irrespective of its shape. It has the highest breakdown point 

possible in the univariate case (0.5), which means it is very resistant to the influence of 

outlying data points since up to half of the data may classed as outliers before the statistic 

becomes an arbitrarily bad estimate of location. The median shot length accurately 

describes the style of a film without requiring assumptions about the underlying probability 

distribution of the data, and using this statistic we can also be confident our conclusions 

will reflect actual similarities or differences in film style and not the influence of outliers on 

non-robust statistics. 

The variance is a measure of how spread out are the values in a data set, and is calculated as 

the mean squared deviation of the observations from the mean:  

 

�� = 1� ��!� −  
�
�

���
 

 

A small variance indicates the data values are clustered tightly around the mean, while a 

large variance indicates the data are scattered widely about the mean. The standard 

deviation is the square root of the variance (i.e. σ) and is given in the same units as the data, 

whereas the variance is in units squared. 

The variance (and, by extension, the standard deviation) is not a robust measure of 

dispersion, and also has a breakdown point of 1 �⁄  so that it becomes an arbitrarily bad 

estimate of dispersion in the presence of just a single outlier. The presence of outliers 

dominates the sum of squares since the square of their differences from the mean are very 

large, giving added weight to data points in the tails of the distribution at the expense of the 

mass of the data. The result is that the value of the variance is greatly inflated leading to 

inaccurate descriptions of the dispersion of shot lengths and, as we shall see, flawed 

estimation of the parameters of time series models. An additional problem is that the 

variance depends on a measure of location that is itself non-robust, and, because it depends 

on the mean, it is inappropriate for describing the asymmetry of shot length distributions. 

A robust measure of dispersion proposed by Rousseeuw and Croux (1993) is the estimator  

 

 �� = 8 × :;�� − �<;: ) < ?@A . (3) 

 

�� is the Cth order statistic of the D52E absolute pairwise differences. For large n, C = 0.25. 

The value 8 is a consistency factor, which at the Gaussian distribution is 2.2191. �� has a 
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breakdown point of 0.50; and, since it does not depend on any measure of location, is appropriate for use with asymmetric distributions. �� is therefore a scaled measure of the 

typical distance between the shot lengths in a film, and in making comparisons of film style 

we conclude that the greater the value of �� the more variation exhibited by the shot 

lengths. 
The importance of using robust statistics to describe the style of motion pictures is clear to see in Table 1, which presents the descriptive statistics of each of the ITV news bulletins in the sample. First, we calculated the percentage of outliers in the distribution of shot lengths 

for each bulletin. Since the distribution is positively skewed there are no outliers in the 

lower tail and outliers were identified in the upper tail only based on Q₃ + (IQR × 1.5). The 

results (see Table 1) show that each data set contains a substantial proportion of outliers 

(M = 9.5%, SD = 1.3%).  

To illustrate the importance of using robust descriptive statistics in more detail compare the means and variances of the bulletins broadcast on 10 August 2011 with the medians and �� of these bulletins. From the means and the variances in Table 1 we see the 1330 and 1830 bulletins apparently have similar shot length distributions, with similar means and variances; while the 2200 bulletin seems to be edited more quickly whilst exhibiting less dispersion. �The standard deviations of the three bulletins are 10.8s, 11.3s, and 8.1s, respectively
. Turning to the robust statistics, we get a different picture. The medians indicate that the average shot lengths of each bulletin are approximately 5.0 seconds, indicating they share a common editing pace. Similarly, the values of �� indicate that the dispersion of shot lengths in these bulletins do not exhibit the large differences observed for the variances, and that they have a common editing style. 
 

Table 1 Descriptive statistics of ITV news bulletins, including the mean shot length, variance, 

median shot length, Qn, the percentage of outliers, and the proportion of shots in each bulletin 

less than or equal to the mean shot length. 

Bulletin Mean (s) Variance Median (s) Qn (s) Outliers (%) P����xi    ≤    μ



 

08/08: 1330 9.0 124.5 5.1 3.7 7.4 0.72 

08/08: 1830 7.1 64.2 4.3 2.8 8.0 0.72 

08/08: 2200 8.0 63.7 5.0 3.3 10.1 0.70 

09/08: 1330 8.9 89.9 5.1 3.2 11.3 0.73 

09/08: 1830 6.8 64.2 4.0 2.2 11.1 0.74 

09/08: 2200 7.9 74.9 5.2 3.1 8.0 0.69 

10/08: 1330 8.7 115.9 4.8 3.3 9.2 0.71 

10/08: 1830 8.4 128.8 5.1 3.3 9.5 0.74 

10/08: 2200 7.7 66.4 4.9 3.3 9.5 0.69 

11/08: 1330 8.8 85.1 5.5 4.3 8.6 0.68 

11/08: 1830 8.3 63.2 5.6 3.5 9.0 0.70 

11/08: 2200 7.3 86.0 4.6 2.8 10.9 0.73 

12/08: 1330 7.8 76.3 4.9 3.5 11.1 0.66 

12/08: 1830 7.3 65.0 4.5 3.3 10.3 0.68 

12/08: 2200 7.6 45.9 5.1 3.5 8.2 0.65 
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Figure 1 The distribution of shot lengths in three ITV news bulletins broadcast on 

10 August 2011 
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distributions for these bulletins are the same shape, with similar kernel densities and box 

plots. The mass of the data in each bulletin lies in the range 0.6s to ~10s, w
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part of a news report or a two

approximately equal, the ranges of this last grouping of shots are not identical. The longest 
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bulletin they range from 35.0s to 94.0s and include three observations much greater than 

those featuring in the other bulletins. These small groups of influential data points – just 

seven and five shots respectively – account for the inflated values of the means and the 

variances relative to the 2200 bulletin. The longest takes in the 2200 bulletins are less 

spread out than in the other to bulletins with only two shots longer than 40s, resulting in a 

lower mean and lower variance for this data set. 

This example illustrates the importance of using statistics resistant to the effects of outliers to describe the style of motion pictures. Since these bulletins are from a single broadcaster, comprise a limited range of discourse elements �see Montgomery 2007
, taken from a restricted time frame, and report the same news featuring �to a substantial degree
 the same footage we would expect their shot length distributions to be similar. The mean and the variance are influenced by a small number of very large values and do not accurately describe the style of these news bulletins or the processes from which they result. The large differences in the variances, for example, would suggest large differences in the way these bulletins report the news that are simply not evident in their shot length distributions in Figure 1, or in their discourse or formal structure �Redfern 2011
. The robustness of the median shot length and �� means we can be confident that our descriptions of film style are reliable and do not reflect the impact of a handful of influential observations so that we can begin to understand the formal properties of motion pictures and the production practices that produce them. 

4. Robust estimation of time series statistics 

Since the distribution of shot lengths in a motion picture is not normal the mean shot length 

and the variance are inappropriate statistics of film style. This has implications for time 

series analysis since many time series methods are based on these statistics, and the non-

robust nature of the mean and the variance creates two problems for analysing the 

temporal structure of the editing using the autocovariance, autocorrelation, and partial 

autocorrelation functions. First, the classical autocovariance and autocorrelation functions 

in (1) and (2) are based on the distance of each data point from the mean, with positive 

autocorrelation reflecting the tendency of observations separated by lag-ℎ to lie on the 

same side of the mean so that positively autocorrelated data is characterised by runs above 

and below the mean, while negative autocorrelation reflects the tendency for observations 

to lie on opposite sides of the mean (Brockwell & Davis 1991: 29; Burt, Barber, & Rigby 

2009: 188-191). However, the mean does not locate the centre of the shot length 

distribution of a motion picture so the values of the observations ��  and ���� will tend to lie 

on the same side of the mean irrespective of the underlying structure of the time series. 

From Table 1 we see the mean proportion of shots less than or equal to the mean shot 

length (k�!� ≤  
) is 0.70 (SD = 0.03); and so the fact these series are characterised by runs 

of shots below the mean is therefore neither surprising nor informative. Any positive 

autocorrelation functions indentified may in fact be spurious artefacts resulting from the 

skewed nature of the distribution, while negative autocorrelation may go undetected.  

The second problem we encounter is more serious. As noted above, the autocorrelation 

function is the autocovariance function standardised by the variance, the value of which is 

greatly inflated by the presence of outliers. Therefore dividing the autocovariance by the 

variance results in values of ��ℎ, �
 that are too low, underestimating the strength of the 

correlation between ��  and ���� (see Fajardo, Reisen, & Cribari 2009). Consequently, the 

appearance of the correlograms showing the autocorrelation and partial autocorrelation 

functions for each lag are misleading. This may lead researchers to wrongly identify the 
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type of time series model for a series, such as falsely identifying an AR(p) process as an 

MA(q) or an ARMA(p,q) process; and to wrongly identify the significant lag lengths so that 

the model parameters p and/or q are incorrectly specified (Deutsch, Richards, & Swain 

1990).  

The impact of outliers on time series analysis is dependent on their type (additive, 

innovation, transient changes, etc), their number, and their position in a time series. This 

creates a third problem as spuriously large autocorrelations may emerge when the distance 

between two outliers is equal to the lag ℎ �Chatfield 2004: 27
. Again, it is not possible for 

the classical estimators to distinguish between the true structure of the time series and the 

influence of a small number of outliers leading to the flawed identification and specification 

of time series models. 

Like the mean and the variance, the classical autocorrelation function has a breakdown 

point of 1 �⁄  so that the information it carries about a process can be destroyed by just a 

single outlier (Chan 1992). Robust statistics are therefore needed not only for describing 

the distribution of shot lengths, but also for time series analysis of motion picture editing. 

Ma and Genton (2000; see also Lévy-Leduc et al. 2010) describe a robust estimate of the 

autocovariance of a time series based on a robust estimate of scale that avoids the problems 

encountered by the classical functions in the presence of outliers.1 Autocovariance is 

typically estimated using location-based methods, but may also be estimated using a scale-

based approach (see Jobson 1991:117) based on the property that  

 

cov��, �′
 = 14�o pvar��� + o�′
 − var��� − o�′
q , 
 

in which we set α = β = 1 since we compare a data set to itself. Ma and Genton (2000) 

propose using �� as a robust measure of scale in place of the variance in order to obtain a 

robust estimate of the autocovariance function. Let � = ���, … , ��
T be a time series, and let r = ���, … , ����
T and s =  ����� , … , ��
t for some lag ℎ. A highly robust estimator of the 

autocovariance of x is  

 

 �uv�ℎ, �
 = 14 w0����� �r + s
2 − 0����� �r − s
2x , (4) 

 

where �����  is the square of �� for the vector sums at lag ℎ. This estimator has a temporal breakdown point of 25%, which is the highest possible breakdown point in the context of autocovariance, making it very resistant to the impact of outliers. Ma and Genton (2000) go 

on to describe a highly robust estimator of the autocorrelation function as  
 

                                                                    
1 The dependency structure of a time series may also be investigated using rank-based 

methods such as Spearman’s r or Kendall’s τ. The unpackaged R functions by Spangl (2009) 

includes Spearman’s (modified) rank correlation coefficient as a non-parametric alternative 

to the classical autocorrelation coefficient. 
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 �uv�ℎ, �
 = ����� �r + s
 − ����� �r − s

����� �r + s
 + ����� �r − s
 , (5) 

 
with ;�uv�ℎ, �
; ≤ 1. The value of �uv is independent of the choice of 8. 

The partial autocorrelation function at lag ℎ can be calculated recursively by 

 

 ��ℎ, �
 = �� − ∑ ���<|A��,<A��<��1 − ∑ �<|A��,<A��<��  , (6) 

 
where |},~ = |}��,~ − �}|}��,}�~ and ��is the autocorrelation function at lag ℎ. The partial 

autocorrelation at ℎ = 0 is 1, and at ℎ = 1 the autocorrelation and partial autocorrelation 

functions are identical. Substituting  �uv�ℎ, �
 into (6) we derive estimates of the partial 

autocorrelation coefficients based on robust estimates of the autocorrelation function.  

We calculated the autocovariance functions for the linearly detrended shot length data of 

each ITV news bulletin using the classical estimator in (1) and the robust estimator in (4). 

From these function we derived classical autocorrelation (cACF) and partial autocorrelation 

functions (cPACF); and calculated the robust autocorrelation function (rACF) in (5) using R 

(version 2.13.0), with the package robustbase (version 0.7-6) and unpackaged functions by 

Spangl (2009), with the robust partial autocorrelation functions (rPACF) determined 

recursively using (6). Cutting, De Long, and Nothelfer (2010) considered incremental 

positive partial autocorrelations as long as previous values remained positive and greater 

than the positive bound 2 √�⁄ , where N is the sample size. Here we consider all incremental 

positive and negative for both the autocorrelation and partial autocorrelation coefficients 

that lie outside the limits ±2 √�⁄ , therefore assuming the null hypothesis that a series is 

random (i.e. a white noise) process. 

It is clear from the results in Table 2 there are large discrepancies between the orders of 

autocorrelation for the two estimators. The classical autocorrelation functions indicate a 

white noise model, with no linear relationship between lagged data values, and would lead 

us to conclude the editing patterns of ITV news bulletins are random processes. This is 

contradicted by the robust time series statistics, which indicate the series are somewhat 

correlated and that the editing pattern persists over successive observations at short lags. 

Figure 2 presents the robust and classical autocorrelation functions for the 1830 bulletin 

broadcast on 9 August up ℎ = 95, and clearly shows the difference between the two 

estimates. The values of cACF are not significantly different from zero for all lags (with one 

exception); while the robust function clearly indicates significant positive autocorrelation 

for lags 1 to 3, with the rACF decaying slowly over a number of lags. The difference between 

the lag-1 ACFs in particular is very large – cACF = 0.01 compared to rACF = 0.38; and it is 

obvious that the two methods of analysing the structure of the time series of this bulletin 

leads to contradictory conclusions. 
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Figure 2 Robust (top) and classical (bottom) autocorrelation functions from lags 0 to 95 for  

the 1830 bulletin broadcast on ITV 1 on 9 August 2011. The critical values are at 

±2 √190⁄  = ±0.1451. 

 

Cutting, De Long, and Nothelfer (2010) derived a continuous modified autoregressive index 

(mAR) by fitting the negative exponential function 1 p1 + ℎq�⁄  to the partial 

autocorrelations for lags to 0 to 20, where β is the value for which the residual squared 

error of the observed values from the predicted values is the smallest (.* = 20). The value 

of mAR was determined to be the intercept between the fitted function and a critical value 

based on the average sample size. We fitted the same function to both the classical and 

robust estimates of the partial autocorrelations using the nls command in the R stats 

package, and determined the modified autoregressive index using a critical value to be 

0.1508 based on the median number of shots in a bulletin (N = 176). 

The partial autocorrelation functions in Table 2 demonstrate the same patterns as the ACFs. 

Rather than the white noise model indicated by the values of cPACF, the robust results 

indicate an AR(1) or AR(2) model better describes the time series structure of the bulletins. 

The mAR values in Table 2 also reflect the large differences between the two different 

estimators, and again indicate the bulletins are characterised by the short range persistence 

of editing patterns rather than randomness.  
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Table 2 Orders of autocorrelation (ACF), partial autocorrelation (PACF), and modified 

autoregressive index (mAR) based on classical and robust estimates of autocovariance for ITV1 

news bulletins  

Bulletin 
Classical (�) Robust (���) 

ACF PACF mAR ACF PACF mAR 

08/08: 1330 0 0 0.02 0 0 0.67 

08/08: 1830 0 0 0.75 4 1 2.29 

08/08: 2200 1 1 0.79 3 1 1.71 

09/08: 1330 0 0 0.76 5 1 2.47 

09/08: 1830 0 0 0.45 3 2 2.59 

09/08: 2200 0 0 0.67 2 1 1.24 

10/08: 1330 0 0 1.29 0 0 0.59 

10/08: 1830 0 0 0.71 1 1 1.29 

10/08: 2200 0 0 0.37 1 1 1.03 

11/08: 1330 0 0 0.38 0 0 0.61 

11/08: 1830 0 0 0.55 1 1 1.06 

11/08: 2200 0 0 0.82 2 2 2.16 

12/08: 1330 0 0 0.60 1 1 1.67 

12/08: 1830 0 0 0.74 2 2 2.36 

12/08: 2200 0 0 0.84 2 1 1.95 

 

 

The partial autocorrelation functions in Table 2 demonstrate the same patterns as the ACFs. 

Rather than the white noise model indicated by the values of cPACF, the robust results 

indicate an AR(1) or AR(2) model better describes the time series structure of the bulletins. 

The mAR values in Table 2 also reflect the large differences between the two different 

estimators, and again indicate the bulletins are characterised by the short range persistence 

of editing patterns rather than randomness.  

Figure 3 presents the partial autocorrelation functions and negative exponential functions 

for three bulletins. The largest difference between the values of mAR occur for the 1830 

bulletin of 9 August, with the exponential function fitted to the classical PACF values 

reaching zero very quickly while the function fitted to the robust values decays much more 

slowly. The rPACF is significant at lags 1 and 2, and combined with the knowledge from the 

rACF correlogram for this bulletin in Figure 2, this suggests an AR(2) model rather than the 

random editing pattern indicated by the classical functions. The values of cPACF for 1330 

bulletin of 10 August at lags 1 to 3 are high (though statistically significant at lag-3 only, 

where cPACF = 0.24) and the mAR index based on the classical estimators is greatest for 

this bulletin; while the values of rPACF do not support the interpretation that shot lengths 

in this bulletin are linearly related, and this bulletin has the lowest mAR index based on the 

robust functions. This series contains outliers and so the problem becomes determining if 

the interpretation based on the classical PACF and mAR index represent the true structure 

of the data of if they are spuriously large effects resulting from the presence of outliers. 

Inspection of the robust function would suggest the latter. The 1330 bulletin broadcast on 

11 August appears to be a random process by both measures, but using the robust method 

is still to be preferred since we know the results of the classical methods may be misleading. 
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Figure 3 Robust (black) and classical (blue) partial autocorrelation functions for three ITV news 

bulletins. The dotted lines are the fitted function 1/[1+ℎ]
β
 with the critical value AR value of 

0.1508 in red. The ordinate has been truncated to 0.6. 

 

Again, the importance of using time series statistics resistant to the effects of outliers is 

clear. Had we based our conclusions on the classical autocovariance function and the 

functions derived from it, we would have failed to identify the relationships between 

successive observations and concluded the editing of ITV news bulletins is a random 

process. Using robust time series statistics resistant to the influence of outliers we can 

accurately identify the editing structure and discover that, generally, shot lengths are 

positively correlated over short lags. 

5. Conclusion 

We analysed the editing of ITV news bulletins using robust statistics to describe the 

distribution of shot lengths and its editing structure. Commonly cited statistics of film style 

such as the mean and variance do not accurately describe the style of a motion picture and 
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reflect the influence of a small number of extreme values. Analysis based on such statistics 

will inevitably lead to flawed conclusions. The median and �� are superior measures of 

location and dispersion for shot lengths since they are resistant to outliers and unaffected 

by the asymmetry of the data. The classical autocovariance and its related functions based 

on the mean and the variance is also non-robust in the presence of outliers, and leads to a 

substantially different interpretation of editing patterns when compared to robust time 

statistics that are outlier resistant. In general, the classical methods underestimate the 

persistence in the time series of these bulletins indicating a random editing process 

whereas the robust time series statistics suggest an AR(1) or AR(2) model may be 

appropriate.  

A limitation of this approach is that autocovariance and its related functions measure the 

linear dependence between lagged data values. The robust partial autocorrelation function 

for the 1830 bulletin of 9 August in Figure 3 shows large values at lags 13, 18, and 19, and 

this may indicate the series does not meet the requirement ��ℎ, �
 = 0 for all lags greater 

than p expected for a linear AR(p) model. Removing the linear trend for this series may not 

have induced the necessary second-order stationarity assumed for autocovariance 

functions, and the shot lengths of a motion picture may be related in non-linearly. Non-

linear time series methods may be more appropriate for the analysis of editing patterns in 

motion pictures, but the need to identify and deal with outlying data points remains. 
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